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Abstract

As consumers increasingly rely on online reviews to make decisions, sellers have an
incentive to post fake reviews to build up their reputation and, consequently, sales
revenue. Reviews partly solve the information asymmetry problem by signaling sellers’
trustworthiness. Fake reviews, however, compromise this effect, distorting the online
reputation market and leading truthful sellers to face unfair competition and buyers
to make sub-optimal choices. However, the actual size of this impact is mostly un-
known, because field data rarely distinguish fake reviews. Our paper uses a laboratory
experiment in an experience goods market to measure the impact of fake reviews on
market efficiency, trust, and trustworthiness, with review authenticity as a treatment.
We found the opposite. Markets with fake reviews are more efficient than markets
with verified reviews (49% against 31%). Fake review market does not change sellers’
trustworthiness compared with verified reviews, and both fall short of the no-review
baseline. The efficiency gain comes mostly from buyers’ opt-out from high-stake trans-
actions (46% in fake against 26% in verified). Our explanation for this odd results is
that providing the right type of product in high-stakes costs more than the possible
gain from raising ratings. More specifically, the implied reputation gain only covered
1-11% of the cost, 1% in fake and 11% in verified, which makes the trade totally not
worth it. Fake reviews have a strong positive correlation with the ratings shown, and
negative with trustworthiness.
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1 Introduction

Reputation systems, as one solution to information asymmetry (Akerlof, 1978; Resnick et
al., 2000), play a vital role in our daily lives. Buyers use ratings and reviews to make
purchasing decisions, such as where to eat, shop, and stay. Sellers have incentives to build
their reputation and consequently their revenue (Chevalier & Mayzlin, 2006; Luca, 2011);
however, in the absence of a review verification process and a penalty system for fake reviews,
sellers can manipulate reviews to increase sales (Luca & Zervas, 2016; Mayzlin et al., 2014).

When product quality is unobservable to buyers, markets rely on signaling mecha-
nisms to mitigate information asymmetry, ranging from advertising (Nelson, 1970, 1974) to
visual cues such as seller photos (Ert et al., 2016). Reputation systems go a step further.
Rather than relying on the claims of a single seller, they aggregate feedback from many
buyers into a single comparable measure of trustworthiness (Resnick et al., 2000).

The way buyers evaluate quality depends largely on whether a product is a search
good (inspected before purchase), an experience good (evaluated only after use), or a credence
good (relying on trust even after consumption) (Darby & Karni, 1973; Nelson, 1970). In e-
commerce, shoppers cannot physically examine products, which increases uncertainty—especially
for items where sensory features such as fit, material quality, or feel matter most (Dimoka
et al., 2012; Peck & Childers, 2003). While online platforms make it easy to compare ob-
jective specifications, they still require consumers to judge sensory attributes without direct
experience (L. R. Klein, 1998; Lal & Sarvary, 1999). As a result, buyers use user reviews
and other seller-provided signals as indirect cues to assess product quality and reduce risk
(Mavlanova et al., 2012; Mudambi & Schuff, 2010).

Digital platforms like Amazon, eBay, Uber, and Airbnb rely on reputation systems to
cultivate trust. However, systematic distortions frequently compromise these mechanisms.
For example, platforms often suffer from reciprocal reviewing, a strategic behavior in which
buyers and sellers artificially trade positive ratings or withhold honest negative critiques to
avoid retaliatory feedback (G. Bolton et al., 2013; Dellarocas & Wood, 2008), thus inflating
ratings and diluting their overall informativeness. This deliberate external manipulation
further exacerbates the loss of informational value, as review fraud has shifted from isolated
self-promotion to highly organized and decentralized feedback markets (Luca & Zervas, 2016;
Mayzlin et al., 2014). He et al. (2022) conducted an empirical study of these networks and
showed how sellers exploit third-party social media groups to solicit manufactured five-
star ratings in exchange for product rebates and commissions. Ultimately, these fabricated
reviews distort search algorithms and artificially increase short-term demand, thus reducing
consumer welfare by eroding the reliability of the platform’s signaling mechanisms (He et al.,
2022; Luca & Zervas, 2016).

In online marketplaces, review fraud manifests itself in various forms. For example,
sellers can post positive reviews about themselves (Luca & Zervas, 2016; Mayzlin et al.,
2014), submit negative reviews to damage competitors (Luca & Zervas, 2016), or buy post-
sale positive reviews from verified buyers in exchange for gift cards (He et al., 2022). Plat-
forms have implemented detection algorithms that detect behavioral clues, such as review
duration and reviewer submission frequency; however, fake reviewers continuously adapt to
these mechanisms (Luca & Zervas, 2016; Mukherjee et al., 2013). The fundamental limit
of this problem comes from off-platform incentives that operate outside of the visibility of



marketplace algorithms (He et al., 2022). Academic investigation is therefore bounded by a
lack of verified ground-truth datasets, forcing researchers to rely on heuristic proxy (Rayana
& Akoglu, 2015). Consequently, distinguishing a fake review from an authentic one remains
extremely difficult (He et al., 2022).

To bypass these observability limits, researchers used indirect empirical designs by
exploiting institutional differences in verification standards between platforms (Mayzlin et
al., 2014), analyzing datasets of reviews actively flagged by the platform’s own filters (Luca &
Zervas, 2016), or monitoring illicit review-buying groups on social media networks (He et al.,
2022). Together, these studies show that sellers with weak reputations or close competitors
are more likely to post or buy fake reviews, and that fake reviews increase ratings and sales
only temporarily (He et al., 2022; Luca & Zervas, 2016; Mayzlin et al., 2014). However, these
papers cannot show how fake reviews change the behavior of buyers and sellers because the
quality that a seller actually delivers and the reason a buyer chooses to buy are not observed
in field data.

Within the experimental domain, researchers manipulate the information available
to buyers to observe how it influences a seller’s incentive to mislead. This methodology is
based on experimental evidence that shows that while asymmetric information and quality
uncertainty depress trade (Plott & Wilde, 1980), reputation formation alone does not always
restore market efficiency in traditional (Lynch et al., 1991) or digital experience-good mar-
kets (G. Bolton et al., 2004). Incorporating a modern rating structure, Solimine and Isaac
(2023) experimentally shows that implementing a five-star aggregate rating system in the
experience goods market reduces, but does not eliminate false advertising. Keser and Spath
(2021) distort the rating system by only allowing a positive rating and found that it lowers
trust. Only a few experiments let participants manipulate their own reputation: Lumeau
et al. (2010) use an investment game in which both players can pay to edit the last rating
they received, and Kriigel and Paetzel (2024) use a repeated public good game in which
participants rate each other’s contributions and can improve the ratings they received, at
no, low, and high cost. In both, manipulation inflates ratings, makes them less reliable, and
lowers cooperation.

However, these two lines of experimental research have developed separately. Market
studies examine reputation systems based on verified transactions (G. Bolton et al., 2004;
Huck et al., 2016; Solimine & Isaac, 2023) or exogenous computer-generated noise (Louis
et al., 2025), but do not allow sellers to post fake reviews. In contrast, rating-manipulation
games allow participants to alter ratings (Kriigel & Paetzel, 2024; Lumeau et al., 2010),
but lack an actual market for goods. The market matters for one reason in particular. In
an investment game or a public good game, every unit of trust or cooperation raises total
surplus, so if fake ratings lower trust, they lower surplus. In an experience goods market,
the buyer can refuse to buy, and when sellers’ trustworthiness is low, a purchase lowers
total surplus. If fake ratings make buyers trust less, efficiency can then increase. Our paper
fills this gap by letting sellers post fake ratings, for themselves and for another seller, in
an experience goods market in which buyers decide whether to buy and sellers decide what
quality to deliver.

We build a sequential trust game in an experience goods market, in which quality
is unknown to buyers at the time of purchase but fully revealed after consumption (Huck
et al., 2016; Nelson, 1970). The buyer chooses whether to buy or take an outside option,
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which measures trust, and the seller then chooses the quality to deliver, which measures
trustworthiness. The price depends on the buyer’s type, not on the quality delivered. We
apply three review regimes as treatments: no review; verified review, in which only buyers
who completed a transaction can rate the seller; and fake review, in which sellers can also post
ratings for themselves and for another seller at no cost. Before trading begins, each session
is assigned to one review regime, thus every buyer-seller pair within that session experiences
the same review environment. Because treatment varies only between nine sessions, three No
Review, four Verified Review, and two Fake Review, we report two analyses of each contrast
in Section 4, one with sessions and one with participants as the unit of observation. We
also state a reputational incentive constraint that shows when a verified review system can
sustain trustworthy behavior and why this condition weakens once sellers can post ratings
at no cost.

We find that fake review treatment shows higher efficiency than verified review treat-
ment in transactions with type A buyers, who need the high-quality good (48.7% versus
30.5%). This is not because sellers are more trustworthy: trustworthiness toward type A
buyers is 14.7% and 15.4%. Sellers remain trustworthy toward type B buyers, who need only
the low-quality good, since trustworthiness costs them nothing in that transaction, and they
are untrustworthy toward type A buyers, where it is costly. Buyer behavior drives efficiency
gain. Under fake reviews, type A buyers show less trust (26.3% versus 45.9%), and because
type A trust lowers the total surplus whenever trustworthiness is below 5/6, as is the case
in all sessions, lower trust raises efficiency. The difference in trust is significant with par-
ticipants as units (p = 0.030) but not with sessions as units (p = 0.200), most of it comes
from one of the two Fake Review sessions, and the difference in efficiency is not significant
between sessions (p = 0.133).

We then ask why the reviews did not make the sellers more trustworthy. Using
variation within sessions, we find that buyers’ trust responds to displayed ratings, but a
trustworthy transaction moves a seller’s average rating by only 0.23 rating points under
verified reviews and 0.03 under fake reviews, so the implied reputation gain is roughly 11%
and 1% of its 6-point cost. Fake reviews therefore had little room to lower trustworthiness.
Under fake reviews, the displayed rating mostly reflects sellers’ own posts, and sellers who
post more fake ratings are less trustworthy toward type A buyers. The Appendix compares
both review systems with a no-review baseline, where trustworthiness toward type A buyers
is surprisingly higher (42% against about 15%), but the difference is not statistically robust.

The remainder of the paper proceeds as follows. Section 2 presents our experimental
design, Section 3 provides the reputation constraints and our hypotheses, and Section 4
presents the results. Finally, Section 5 discusses them.

2 The Experiment

2.1 Game Design

The experimental framework reflects the informational structure of experience-goods markets
on online platforms, such as hotel or restaurant booking, where product quality remains
unobservable until the transaction is finalized and the good is ”experienced” (Darby & Karni,
1973; Nelson, 1970). The marketplace consists of two primary parties, buyers and sellers.



Buyers are divided into two types; type A (High) and type B (Low)—which correspond to
two product qualities: Good A (High) and Good B (Low). Type A buyers can only gain
utility from high-quality Good A. While type B buyers can be satisfied by Good A, the
low-quality Good B is enough for their needs and costs the seller less.

A defining feature of the game is that the price paid by the buyer is exogenous to the
realized quality; instead, it is strictly determined by the buyer’s assigned type. This mirrors
real-world service transactions—such as a hotel reservation, where a consumer selects and
pays for a category of service upfront. The seller then retains the discretion to provide high-
or low-quality service. This structure introduces a significant moral hazard, as the seller’s
revenue is decoupled from the quality of the good actually delivered (B. Klein & Leffler,
1981; Shapiro, 1983).

As illustrated in Figure 1, the stage game proceeds through a structured sequence
of chronological events following a trust game design(Berg et al., 1995). Initially, the seller
establishes prices p, and pj, for both high-type and low-type goods, which are associated with
production costs ¢, and ¢, such that p, > p, and ¢, > ¢,. Subsequently, ”Nature” assigns a
buyer type (A or B), a realization that is immediately disclosed to both the buyer and the
seller. This specific disclosure ensures that the buyer is aware of their requirements prior to
the transaction, a defining characteristic for experience good markets. Upon observing the
posted prices for both qualities and their assigned type, the buyer chooses to either enter
the market ("In”) or "Opt Out”; choosing the latter concludes the game for that round. If
the buyer enters, the seller determines the quality of the good provided, and the buyer pays
for the good.

Seller posts prices

(pa‘cm V‘Pa) (Pa‘cba O-Pa) (pb‘ca’ V‘pb) (pb‘cba V‘pb)

Figure 1 Experience Good Game Tree

The terminal nodes in Figure 1 illustrate the payoffs for both agents in the format
(seller’s payoff, buyer’s payoff). The seller’s payoff is defined as the price charged (p) minus
the cost of the good provided (c¢). The buyer’s payoff is determined by the alignment
between the delivered quality and the buyer’s assigned type: a buyer realizes a valuation v if
the quality meets his/her requirements and pays a price determined by his/her type. Under
this specification, a type b buyer always receives v regardless of seller’s choice of quality.



In contrast, a type a buyer only receives v if the seller provides good a; if provided with a
low-quality good b, the high-type buyer’s valuation is 0, resulting in a net payoff of —p.

2.2 Treatments

The final stage of each round of the game, not shown in Figure 1, is dictated by the specific
review treatment protocol.

In the baseline game (No Review), no reputation mechanism exists and the game
ends after the transaction. Buyers and sellers possess only private information regarding
their previous transactions, with no external feedback or ratings.

In the Verified Review treatment, following the reputation experimental designs by
G. Bolton et al. (2004) and Solimine and Isaac (2023), rating is restricted to buyers who
have successfully transacted with their matched seller. The buyer provides an integer rating
between 1 and 5 after the transaction in each round, with 1 being the lowest and 5 the
highest. These verified ratings serve as evidence of genuine interaction, intended to foster
transparency and reliability within the marketplace. From the second round, the system
informs the buyer about the arithmetic mean of these ratings, enabling them to evaluate a
potential trading partner’s reputation while deciding whether to enter the market.

The Fake Review treatment allows the seller to provide a rating for himself/herself
and for another seller at the end of each round, regardless of the transaction occurrence. This
system facilitates the inclusion of non-transactional feedback, allowing strategic manipulation
and dissemination of deceptive information (Luca & Zervas, 2016; Mayzlin et al., 2014). The
system also reveals aggregate seller rating to buyers after round 2, which now incorporates
both authentic buyer feedback and non-authentic seller ratings.

Table 1 Treatments and sessions

Treatment Sessions  Subjects  Subjects per session  Pair-round observations
No Review 3 38 10-18 304
Verified Review 4 40 8-12 320
Fake Review 2 40 18-22 320
Total 9 118 8-22 944

Table 1 provides the treatment table with number of subjects in each treatment®.
Treatments are session based. The subjects are evenly divided between treatments; 118
undergraduate students participated in nine sessions (three No Review, four Verified Review,
and two Fake Review), generating 944 pairs of observations over 16 paid rounds. All 118
participants are included in every analysis.

2.3 Matching Between Subjects

The role of a participant is assigned randomly during seating, and it does not change through-
out the session. The matching between buyers and sellers is governed by a randomized

!See Table A.4 in the Appendix for incidence of fake review for each round of the game.



mechanism in which participants are paired anew at the end of every round. This random
matching protocol ensures that neither buyers nor sellers retain any knowledge or identi-
fication of their previous counterparts, preventing the formation of reputations outside of
the experimental treatments, minimizing strategic maneuvers or biases that might otherwise
stem from repeated interactions with the same partner (Berg et al., 1995; G. Bolton et al.,
2004). Matching takes place within a session: the participants in a session form the pool
from which pairs are drawn each round, and all of them share the same review environment.

Under this framework and the no communication outside of the experiment system,
buyers are granted no insight into the identities or characteristics of sellers they have pre-
viously engaged with; likewise, sellers remain unaware of their historical interactions with
specific buyers. This anonymity is critical for maintaining the integrity of the experimen-
tal design and emulating real-world market conditions, where transactions often take place
between strangers.

2.4 Ezxperimental Procedure

The experimental session has eighteen rounds in total, organized into two phases. The
preliminary phase includes two practice rounds, providing participants with the opportunity
to familiarize themselves with the digital interface and the game-mechanics. The second
round shows the average rating if available for the review treatments. This introductory
stage also allows subjects to ask questions and seek clarification on the rules, ensuring a
comprehensive understanding of the task before transitioning to the paid rounds.

The subsequent phase includes sixteen paid rounds during which participant decisions
result in tangible economic consequences and rewards. This structural division between prac-
tice and paid rounds serves as both a pedagogical tool for participants and an analytical tool
for researchers, as it helps distinguish initial exploratory behavior from the more deliberate
and strategic decision-making that occurs in the later rounds.

The experiment was designed and conducted in the Georgia State University Exper-
imental Economics Center (ExCEN) between April 4, 2022 and April 14, 2022, using oTree
version 2.1.28(Chen et al., 2016). The study was determined exempt (Category 2, 3) by
the Institutional Review Board of Georgia State University (protocol H22137, determination
date October 5, 2021), and participants signed an informed consent form before the session.

Upon arrival at the lab, participants were briefed on the study’s details and provided
with informed consent, after which they were randomly assigned to computer terminals.
Once all participants were seated, they received printed instructions and asked to sign the
consent form?. To help participants understand the experimental task, there were two prac-
tice rounds of the game. The experimenter then answered any clarification questions that
the participants had. Information regarding the distribution across treatment conditions was
not disclosed beforehand, and participants were prohibited from communicating with each
other during the experiment. After the end of the experiment, all participants answered a
questionnaire asking for their demographic information. Participants did not receive mone-
tary incentive for the questionnaire. Table A.2 reports the gender, age, and race of the 118
participants by treatment, taken from the post-experiment survey: 57% to 68% are female,

2Subject instructions for all treatments, the consent form, and the questionnaire are in the Online Ap-
pendix.



the mean age is about 20, and most participants are Black (53% to 62%) or Asian (17%
to 33%) in every treatment. All participants received a show up fee of 5 US dollars. On
average, the subjects earned a total of 20 US dollars.

3 Reputational Constraint and Hypotheses

This section develops the theoretical predictions of the game. We first derive the payoff
functions for buyers, sellers, and the market, then use comparative statics to characterize the
equilibrium of the no-review baseline and discuss how each review system changes sellers’
incentives. While not solving the repeated game with ratings, we discuss a reputational
constraint for interpretation of the Verified and Fake Review treatments. The resulting
predictions form the hypotheses that are tested in Section 4 and Appendix 2.

3.1 Payoff Functions

The game tree in Figure 1 shows the potential payoffs for buyers and sellers in different
scenarios. It is a trust game with a quality choice: the buyer’s entry is the trust decision,
and the seller’s delivery of the type-appropriate good is the trustworthy response (Berg et al.,
1995). The payoff for buyers, sellers, and the market as a whole below are functions of the
probability of trust (), trustworthiness (7), buyer type («), and posted prices (pq, pp)-

Buyer = (1 - 8)y + B{a[v(v —pa) + (1 = 7)(=pa)] + (1 — a)(v — ps) }
=1 =By +8[1—a+ay)v—ap, — (1 - a)p]

Seller = (1 — B)z + B{a[v(pa — ca) + (1 —7)(pa — )] + (1 — @) [v(pp — ) + (1 — ¥)(po — ca)] }
=(1-p)z+ 5[04}711 + (1 —a)py + (ca — ) (0 + v —207) — Ca}

Total = (1 — B)(z +y) + B[(1 — o+ ay)v + (ca — &) (a0 + v — 2a7) — ¢4

a € {0,1} is the buyer’s type: a = 1 is type a (high type) and o = 0 is type b (low
type). [ is the probability that the buyer chooses In (trust); 1 — ( is the probability of Out.
7 is the probability that the seller provides the type-appropriate good (trustworthiness);
1 — v is the probability of a mismatch. x and y are the outside option payoffs for the seller
and buyer, respectively.

The partial derivatives of the payoffs with respect to 3, v, p., and p, are in Table
2. Prices affect only the distribution of surplus/payoffs between buyer and seller, not total
surplus. Substituting the experimental parameters x =y = 3, ¢, = 10, ¢, = 4, v = 18 gives
us the simplified partial derivatives in functions of «, 3, 7y, pa, and p, (Table 3).

3.2  Treatments
3.2.1 Baseline

In the baseline treatment, buyers and sellers are randomly matched each round with no public
history of past behavior. Since no reputation signal exists and subjects are anonymous, the



Buyer Seller Total

/0 —y+{1l—-—a+ay)v —xz+ap,+ (1 —a)p —(x+y)+(1—a+ay)v
—ap, — (1 — a)py +(co —ap)(a+v—2av) —co +(cg —cp)(a+v—2a7) —c,

0/0y Bawv Bc, — ) (1 —2a) ﬁ[av + (ca —)(1 — 204)}

9/ 0pa —af af 0

9/0py —(1-a)B (1-a)B 0

Table 2 Partial derivatives of payoffs with respect to (3, 7, p,., and p,

Buyer Seller Total
0/0 15 —18a(l —7v) ap,+ (1 —a)py 67 + 6y — 120 + 2
—ap, — (1 —a)py  +6(a + v —2a7y) — 13
d/0y 180« 65(1 — 2a) B(6 + 6a)
0/0p, —af af 0
/o, —(1-a)p (1-a)8 0

Table 3 Partial derivatives of payoffs with respect to 3, v, p., and p, with experimental
parameters plugged in

stage-game equilibrium is predicted in every round: with a known end and a unique stage
equilibrium, repetition does not change the prediction for selfish, rational subjects.

Type a buyer (a = 1). The seller’s payoff is decreasing in trustworthiness: %}Yler =
—60 < 0. Providing good a costs 6 more than providing good b, with no offsetting future
benefit. The seller’s dominant strategy is therefore v = 0. Anticipating this, the type
a buyer’s expected payoff from entering is —p,, indicating the dominant strategy is Out
(8 = 0). The unique subgame perfect equilibrium for type a is: buyer chooses Out; seller
provides good b if entry were to occur.

Type b buyer (« = 0). The seller’s payoff is strictly increasing in trustworthiness:
asae_ga =60 > 0. Since good b is also the cheaper option for the seller, the dominant strategy
is being trustworthy, i.e. v = 1. type b buyer enters whenever the participation constraint
holds: v—py > vy, i.e. p, < 15. The sub-game perfect equilibrium for type b is: buyer chooses
In if p, < 15; seller provides good b.

Conflict of Incentives. The derivative %Ser = 60(1 — 2a) reveals the structural
conflict at the heart of this market. For type a buyers, the seller’s incentive directly opposes
market efficiency: trustworthiness costs 6 with no direct compensating benefit. For type b
buyers, the seller’s interests align with the buyer and with total welfare. This asymmetry
— trustworthiness is costly for the seller when it benefits mostly the buyer — is the central
market failure that review systems attempt to resolve.

Total payoff increases with buyer entry when aTOtal > (. For type a buyers (a = 1),
this requires 12y — 10 > 0, i.e. v > 5/6. Since the seller s dominant strategy in the baseline
is 7 = 0, type a participation reduces total payoff, and the outcome of mutual Out is in
fact market efficient. A type a buyer’s own participation constraint is even stricter: entering



pays only if 18y —p, > 3, i.e. v > (p, + 3)/18. v needs to be no less than 0.94 at an average
posted price of 14, so exit is the payoff-improving response whenever sellers deliver less often
than that.

If subjects care only about their own payoff, sellers never deliver the costly good in
the baseline. If some sellers also care about the buyer or about honesty, some will deliver
even though it costs them(Berg et al., 1995). Buyers cannot tell which sellers are which.

3.2.2 Verified Review

The verified review system creates a public signal linking the seller’s past trustworthiness to
future buyer participation. A seller’s action in the current round now affects the probability
that future buyers choose In, transforming the one-shot game into a market-level repeated
game. For type a buyers, the seller’s short-run incentive for being trustworthy remains
negative as 885—}:“ = —60 < 0. Following the incentive constraints of the theory of reputation
by B. Klein and Leffler (1981) and Shapiro (1983), a seller will voluntarily provide Good a
only if the long-run reputation gain offsets the marginal cost of ¢, — ¢, hence the reputational

incentive constraint:
T—¢

Y O Amay 2 a6 =6,
k=1

where T' = 16 is the last paid round, ¢ is the current round, and Am,; is the increase in
the seller’s expected profit in round ¢ + k from attracting a higher entry rate 5. Because all
earnings are paid together at the end of the session, rounds are not discounted for payment
delay, so we set 6 = 1 and the sum runs over the rounds that remain. In the last round, the
sum is empty and the constraint fails. Buyers can respond to a seller’s record because they
do not know the seller’s trustworthiness. A good record makes buyers more willing to enter,
which gives a selfish seller a reason to deliver early to keep that belief alive (Kreps et al.,
1982).

The constraint is a reference point, not a prediction that we derive. We do not solve
for how buyers’ beliefs would respond to ratings, so we measure that response from the data.
Theory also gives no guarantee that reputation sustains honesty here, because the game has
a known end and sellers are matched with a different buyer each round. If the constraint
holds, reviews can raise type a trustworthiness above the baseline. If it does not hold, the
dominant strategy is to provide good b regardless of the review system, and the market
outcome reverts to the baseline. The constraint parallels with the one in Dellarocas (2005),
where a seller cooperates only if the discounted loss from a higher probability of a negative
rating outweighs the cost of effort.

The constraint tells us when reviews can change this benchmark. If sellers expect
future buyers to reward a good record enough to cover the 6-point cost, the standard theory
of reputation predicts the following.

H1: Verified reviews raise type a trustworthiness relative to the no-review
baseline. type b trustworthiness is unaffected.

Two aspects of the environment may make it harder to satisfy the constraint. First,
the displayed rating averages over all of a seller’s past ratings, which pool buyers of both
types, so a single delivery changes it by roughly one over the number of ratings behind
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it. type b buyer can almost always expect good b from sellers and then give them higher
ratings. Second, a rating system can crowd-out honesty that sellers would otherwise provide
for intrinsic reasons(Bowles & Polania-Reyes, 2012; Frey & Oberholzer-Gee, 1997). We
measure the first in Section 4 and treat the second as a conjecture that the experiment does
not separate.

3.2.3 Fake Review

In the fake review treatment, sellers can post self-ratings that are not tied to their actual
behavior. The reputation signal then reflects the true trustworthiness only in part, so buyers
decide on their own experience and a contaminated average rating. This weakens the repu-
tational incentive constraint: a seller can raise their ratings without paying the cost ¢, — c;.
For a selfish seller, the long-run incentive to be trustworthy is no greater than verified review
(H2). Knowing that ratings are a mixture of fake and real ratings, buyers can discount
ratings, trust less, and stay out (H3). Since type a entry reduces total surplus whenever
v < 5/6, less type a participation leads to higher type a efficiency.

H2: type a trustworthiness is lower under Fake Review than under Verified
Review. type b trustworthiness is not significantly different in the two review
treatments.

H3: type a trust is lower under Fake Review than under Verified Review.
type b trust is not significantly different in the two review treatments.

These hypotheses outline the expected relationships between ratings, trust levels, and
trustworthiness under different treatment conditions.

Regarding who would post more fake ratings, theory is not clear. In Mayzlin (2006),
firms with inferior products promote more, because honest posters already publicize the
higher quality product. In Dellarocas (2006), it depends on how a firm’s revenue rises with
its perceived quality. We are testing, when sellers can provide different quality products,
whether sellers who post more fake ratings deliver lower quality.

A seller can also post a rating for one other seller. Because a seller’s payoff depends
only on its own displayed rating, such postings give the poster no payoff gain, and the
seller who receives one cannot tell who posted it. They show whether sellers use a costless,
anonymous action to raise or lower another seller’s rating.

4 Results

4.1 FEvidence and Inference

We report two analysis of each contrast between Fake and Verified Review. Following com-
mon practices in experiments on feedback systems (G. Bolton et al., 2013; G. E. Bolton
et al., 2019; Gazzale & Khopkar, 2011), our first uses the session as the unit, summarized
by each session’s mean outcomes for each buyer type (Figure 2 and Table A.1), with exact
permutation tests on session means (Table 4). Because treatment was assigned to whole
sessions, it assumes nothing about dependence within sessions. The tests enumerate every
reassignment of the six sessions to the two treatments, so a p-value cannot fall below one over
the number of assignments, which is 0.067 for 15 assignments, however large the difference.
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The second analyses uses the participant as the unit, with the participant’s mean
over the relevant rounds and the Mann—Whitney tests (Table 5). It assumes that no shock
is shared by all sessions of a treatment®. Participants in a session are no more alike than
participants in different sessions of the same treatment (intra-session correlation 0.00 to
0.02%), but that comparison is within a treatment and cannot detect a shock shared by all
sessions of a treatment. Neither test treats rounds as independent, since the same participant
decides in all 16: each uses one number per session or per participant. As a supplement,
Appendix Table A.3 reports linear probability models that use every participant-round as an
observation. Their standard errors are clustered by participant, which allows a participant’s
rounds to be correlated, and they rest on the same assumption as the participant-level tests.

Comparisons with the No Review sessions, including a contrast that pools the six
review sessions, are in Appendix 2 (Tables A.5 and A.7). No session-level p-value in either
table is below 0.05. We make no correction for multiple testing; with a Bonferroni correction
over the four participant-level tests of Fake versus Verified Review, none would be significant.

Table 4 reports on three main outcomes: trustworthiness, trust, and efficiency. Trust-
worthiness is defined as the seller providing the buyer with the desired quality good, i.e. good
a for type a buyer and good b for type b buyer. Trust is measured by the buyer choosing to
enter the market and transact with the matched seller. Market efficiency is calculated based
on total payoffs, defined as the sum of realized payoffs for buyers and sellers in each round
as a percentage of the maximum total payoffs, which we explain in section 4.4.

Table 5 reports the participant-level tests next to the session-level exact tests for the
four outcomes that are defined for a participant: seller delivery and buyer entry, by buyer
type. The estimates are the same in both analyses, and only the p-value differs. They
disagree on one contrast, type a buyer entry (p = 0.030 with participants as units versus
0.200 with sessions). type a delivery does not differ (p = 0.769 and 0.933), and neither does
any type b contrast.

4.2 Trustworthiness

Type a trustworthiness is 15.4% under Verified Review and 14.7% under Fake Review (Ta-
ble 4 and Figure 2; p = 0.933). The four Verified Review sessions range from 0% to 44%,
and the two Fake Review sessions are at 19% and 10% (Table A.1. Fake reviews therefore
did not significantly lower type a trustworthiness relative to verified reviews, which does not
support the prediction (H2) that trustworthiness is lowest under Fake Review in type a. type

3The sessions ran in date order by treatment: No Review on April 4,5, and 6, Verified Review on April 7,
8,9, and 12, and Fake Review on April 13, and 14, 2022. Treatment is therefore confounded with the date
of the session. Any difference between the groups of sessions that has nothing to do with the review system,
such as who signed up or how the lab ran those days, would look like a treatment effect, and our tests cannot
detect it. All nine sessions took place within nine weekdays, which makes a seasonal or semester-level change
unlikely, but it does not remove the concern. The two Fake Review sessions were also the last two run and
the two largest, with 22 and 18 subjects. Our comparisons between treatments should be read with this in
mind.

4As a check on dependence within sessions, we ran Kruskal-Wallis tests, which rank the participant means
(after removing differences between treatments) and ask whether participants differ across the nine sessions;
we find no such difference for any of the four outcomes. The p-values are 0.466 for type a trust, 0.762 for
type b trust, 0.256 for type a trustworthiness and 0.845 for type b trustworthiness.
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Table 4 Fake versus Verified Review: exact permutation tests on session means

Outcome Verified Review  Fake Review  Fake — Verified Exact two-sided p
Trust (%) Type A 45.9 26.3 -19.7 0.200
(12.1) (15.0)
Type B 65.8 70.9 5.1 0.733
(10.5) (1.2)
A—-B -19.9 -44.6 -24.7 0.133
(11.2) (13.8)
Trustworthiness (%) Type A 15.4 14.7 -0.7 0.933
(19.7) (6.6)
Type B 86.6 76.4 -10.2 0.133
(5.4) (3.1)
A-B -71.2 -61.7 9.5 0.667
(24.4) (9.7)
Efficiency (%) Type A 30.5 48.7 18.2 0.133
(8.3) (12.9)
Type B 76.5 76.2 -0.3 0.933
(4.0) (0.4)
A-B -46.0 -27.5 18.5 0.067
(6.8) (12.5)

The unit of observation is the session (4 Verified Review, 2 Fake Review). The test statistic is the
difference in mean session-level outcomes; the p-value enumerates all 15 reassignments of these six
sessions to the two treatments, so it is at least 1/15 = 0.067. No adjustment for multiple testing is
made. Standard deviations across sessions are in parentheses below the means (four Verified Review
sessions, two Fake Review sessions). A — B is the within-session difference between Type A and Type
B buyers. Trustworthiness is conditional on the buyer entering. Comparisons with No Review are in
Appendix 3.
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Table 5 Fake versus Verified Review: participant-level Mann—Whitney tests

Outcome

Verified Review

Fake Review

Fake — Verified

P N (Verified /Fake)

Trust (%) Type A 48.0 28.3 -19.7 0.030 20/20
(27.8) (25.0) (8.4)

Type B 63.9 67.9 4.0 0.828 20,20
(29.2) (24.7) (8.6)

Trustworthiness (%) Type A 17.8 16.3 -1.5 0.769 20/17
(29.4) (30.0) (9.8)

Type B 86.1 77.3 -8.8 0.428 19/20
(13.8) (25.7) (6.6)

The unit of observation is the participant: each participant contributes the mean of his or her own
rounds (seller delivery is defined only over rounds in which a buyer of that type entered). The treatment
columns give the mean of these participant means, in percentage points, with the standard deviation
across participants in parentheses below each mean; because each participant counts once, these means
differ slightly from the means of session means in Table 4, where each session counts once. The

standard error of the difference, in parentheses below it, is \/s%/ng + s3,/ny, treating participants as
independent.
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b trustworthiness is high under both (86.6% and 76.4%), and the lower Fake Review value
is not statistically distinguishable from Verified Review (p = 0.133), which supports the
prediction on type b trustworthiness. Fake reviews had little room to lower trustworthiness,
because verified reviews give sellers little reason to deliver (discussed in Section 5.2).

Result 1: Fuoke reviews did not lower type a trustworthiness relative to verified re-
views (14.7% versus 15.4%), and verified reviews themselves delivered little discipline. type
b trustworthiness is not significantly different in the two review sessions.

Review versus no review. H1 predicts that verified reviews raise type a trustworthi-
ness above the no-review baseline. The data show the opposite: type a trustworthiness is
42.0% without reviews and 15.4% under Verified Review. The difference is significant with
participants as units (Mann—Whitney p = 0.031, Table A.7) but not with sessions as units
(exact p = 0.114, Table A.5), so H1 is not supported for type a buyers. type b trustwor-
thiness is 87.0% without reviews and 86.6% under Verified Review (p = 0.914 with sessions
as units), as H1 predicts. The type a gap is not robust across specifications: in the last
six rounds, delivery is 22.6% without reviews and 16.7% under Verified Review, and with
sessions as units the pooled p-value for the two review treatments ranges from 0.036 to 0.476
across nine variants (Table A.8).

Result 2: Verified reviews did not raise type a trustworthiness relative to No Review:
it 1s lower, significantly so with participants as units but not with sessions as units, and the
gap 1s not robust across specifications. The trustworthiness of Type b remains unchanged.

4.3 Trust

In all treatments, trust has a downward trend in early rounds and levels off in later rounds
(Figure A.1). type a participation is 45.9% in Verified Review and 26.3% in Fake Review
(Table 4). Neither this contrast nor type b participation (65.8% and 70.9%, p = 0.733)
is statistically significant at the session level: p = 0.200 for type a participation. Type a
contrast has p = 0.030 with participants as units (Table 5). The direction is that of H3,
lower trust under Fake Review for type a and no difference for type b.

Most of the difference comes from one session. Type a participation is 15.6% in
session S9 but 36.9% in S8, which is within the range of the four Verified Review sessions
(36.2-62.5%), and the two Fake Review sessions do not differ significantly from each other
(Mann—-Whitney p = 0.158). This lower participation explains why type a efficiency is
higher in the Fake Review sessions: the Fake Review treatment “protects” type a buyers
from untrustworthy sellers.

The ratings displayed in the Fake Review sessions were inflated by seller-posted rat-
ings, which are higher than the buyers’ own feedback (Table 7), so the exit cannot be at-
tributed to visibly low ratings. Opting out is the payoff-improving choice in every treatment.
A type a buyer who enters expects 18y — p, against an outside option of 3, and delivery is
far below the 0.94 that makes entry pay in every session. Type a buyers who entered lose
about 11 points in both review treatments (Table A.12, Panel D, which also gives the No
Review values).

The puzzle is therefore why so many buyers enter, not why fewer do under Fake
Review. Four patterns bear on the extra exit:

1. Buyers who stayed out tend to stay out, and more so in Fake Review: 17.8% enter
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after staying out under Fake Review, against 27.4% under Verified Review (Table A.12
Panel C).

2. Exit is also present in the first paid rounds, before ratings can have accumulated:
50.0% of type a buyers enter in paid rounds 1 and 2 under Fake Review, against 75.0%
under Verified Review (Table A.12 Panel A; cells of 18 and 20 buyer-rounds).

3. The extra exit is not explained by being cheated. Fewer type a buyers in the Fake
Review sessions were cheated at least once in rounds 1 to 8, although buyers who
enter less often have fewer chances to be cheated, and the share who enter in a round
after being cheated in their previous type a round is similar in the two treatments

(Table A.12 Panel C).

4. Buyers discount high ratings in Fake Review: At a displayed rating of 4 or above,
33.3% enter under Fake Review against 80.0% under Verified Review, although only
ten Verified Review observations have such a rating (Table A.12 Panel B).

The second and third patterns fit buyers who distrust ratings that they know can be faked.

Result 3: Type a trust is lower in Fake Review than Verified Review sessions (26.3%
against 45.9% ), which is significant at participant-level but not session level. Type b trust is
slightly lower in Fake Review but is not significant in both tests.

4.4 Market Efficiency and Payoffs

Market efficiency is calculated by maximum payoff divided by total payoffs. For type a buyer,
the maximum payoff is 8, which equals the maximum value gained by buyers, 18, minus the
seller’s cost of providing a good a, 10. Similarly, the maximum total payoff is 14 in type b
buyer cases, which equals to 18 minus the cost of providing a good b, 4.

Type a market efficiency is 30.5% in the Verified Review sessions and 48.7% in the
Fake Review sessions, and type b efficiency is 76.5% and 76.2% (Table 4). The results do not
show that fake reviews lower market efficiency; notably, the Fake Review treatment exhibits
higher type a efficiency than the Verified Review treatment, although the difference is not
statistically significant across sessions (p = 0.133), and the within-session type a minus type
b efficiency gap has p = 0.067, the smallest value attainable with these sessions. As the
theory in Section 3.1 suggests, the total payoff depends solely on trustworthiness and trust.
Lower trustworthiness leads to a lower total payoff and, thus, lower market efficiency. The
relationship between trust and market efficiency specifically depends on whether the market
contains a sufficient proportion of trustworthy sellers.

Result sections 4.2 and 4.3 explain that the efficiency gain from the Fake Review
treatment for type a therefore seems to come from buyers choosing Out.

Result 4: Fake Reuview sessions show higher type a efficiency than Verified Review
sessions (48.7% versus 30.5%), but the difference is not statistically significant between ses-
sions (exact p = 0.133), and it reflects exit by type a buyers.

In terms of buyer and seller payoffs, type a buyers lose money in both treatments
(—3.4 points per round under Verified Review and —0.8 under Fake Review, —10.8 points
under Verified Review and —11.1 under Fake Review when choosing to enter), while type b
buyers earn 5.7 and 7.1; sellers earn 5.8 and 4.7 from type a buyers and 5.0 and 3.5 from
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type b buyers (Table A.12). Seller’s payoff is higher in the verified review treatment and
lower in the fake review treatment, while buyer payoff has the opposite trend. This suggests
that sellers have more bargaining power in verified review sessions, while buyers do better
in fake review sessions. However, no contrast is statistically significant at the session level
(the smallest p-value is 0.133).

Since type b efficiency is the same in the two treatments (76.5% and 76.2%), the
higher payoff for buyers and the lower payoff for sellers in type b is a transfer between them,
which the lower price that type b buyers pay under Fake Review accounts for.

A posted price is the price a seller sets for type a or type b buyers in a round, before
the buyer’s type is known. Paid prices are the realized prices in transactions in which the
buyer entered, and they affect the distribution of total payoffs between buyers and sellers
(Appendix Table A.6). Sellers posted higher prices in the verified review than in the fake
review treatment, especially for type b. Paid prices are 14.49 and 14.76 for type a and 10.90
and 9.17 for type b. None of these differences are statistically significant. A seller’s price
does not predict delivery to type a buyers (—1.1 points per price point, standard error 0.8;
Table A.10).

Result 5: Buyer and seller payoffs do not differ significantly between Fake and Ver-
ified Review. Buyers do better and sellers worse under Fake Review in type b, and entering
type a buyers lose about 11 points in both treatments.

Result 6: Sellers post and receive somewhat lower prices from type b buyers under
Fake Review than under Verified Review, but no price difference is statistically significant.

4.5 Reviews

Reviews can matter for the above outcomes only if buyers use them and sellers respond to
them. Table 6 summarizes two findings on buyers and sellers’ response to average ratings.

1. Buyers respond to ratings. Among type a buyers, each additional point in the displayed
rating (the average of past ratings, on the 1-5 scale) increases the probability of entering
by 9.1 percentage points under Verified Review (standard error 5.1) and 7.1 under Fake
Review (standard error 2.0; Table 6). Type b buyers do not respond. Buyers therefore
use ratings where it matters. Section 5.2 asks whether this gives sellers a good enough
reason to deliver.

2. Sellers do not manage their ratings. Within the seller, delivery to type a buyers does
not respond significantly to the displayed rating: the coefficients are 6.0 and 10.1
percentage points per rating point with standard errors of 9.1 and 27.1 (Table 6). We
find no evidence that sellers deliver more when their rating is low or milk it when
it is high. Sellers also deliver less to type a buyers than to type b buyers in every
session (Table A.1), but this also appears without reviews, where the cost motive
alone predicts it. The type-contingent pattern is, therefore, not evidence of strategic
rating management.

Result 7: Buyers respond to the displayed rating, but sellers’ delivery does not re-
spond to their displayed rating.
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Table 6 Response to the displayed rating (percentage points per rating point)

Trust (buyer enters) Trustworthiness (seller delivers)

Verified Review Fake Review Verified Review  Fake Review

Type A buyers 9.1* (5.1) 7.1 (2.0) 6.0 (9.1) 10.1 (27.1)
Type B buyers 5.1 (6.0) -0.8 (2.8) 3.3 (9.5) 0.1 (7.1)
Observations (Type A/Type B) 148/147 140/160 63/98 37/114

Each coefficient is from a separate linear regression on the rating displayed to the buyer for the matched
seller (average of past ratings, 1-5). Trust regressions use buyer rows and include session and round
fixed effects; trustworthiness regressions use seller rows in rounds in which a buyer of that type entered
and include seller and round fixed effects. Standard errors in parentheses are clustered by participant
and understate dependence within sessions. * p < 0.10, ** p < 0.05, *** p < 0.01.

4.6 Fake Reviews in the Fake Review Sessions

Tables 7 and A.4 provide a breakdown of the occurrence of fake reviews, by type and by
round, indicating whether they were present (“Yes”) or absent (“No”), along with the average
rating associated with each category. The prevalence of fake reviews among sellers reveals
a notable reliance on such practices to influence both their own ratings and those of their
peers. The sellers in the two Fake Review sessions used fake reviews extensively, with 84.4%
of the seller-rounds including a self-assigned rating and 72.2% of the seller-rounds rating for
another seller. As anticipated, sellers tend to assign higher ratings to themselves than to
others, averaging 4.70 out of 5 for self-reviews and 4.02 for reviews of others. Only about
half of the seller-rounds have real feedback from buyers, which is less often than fake reviews,
and both types of fake ratings are higher than the real feedback. Appendix 2 describes fake
ratings in two regressions in Fake Review sessions (Tables 7?7 and ??). In the first, sellers who
posted a higher fake self-rating in the previous round delivered less often: each rating point
goes with a 14-percentage-point lower probability of delivering (p < 0.01, 107 seller-rounds,
with and without seller fixed effects), while fake ratings for another seller show no relation.
The second asks who posts fake ratings: sellers with a low displayed rating are more likely
to post a fake self-rating when the buyer is type a (p < 0.05), and the other coefficients are
at most marginally significant. The rating displayed in these sessions mainly reflects how
much the sellers post (Table A.11).

A seller’s mean displayed rating is strongly related to the share of rounds in which
the seller posted a fake self-rating (Spearman correlation 0.72 across 20 sellers) than to the
feedback buyers gave (0.12), and sellers who posted fake self-ratings more often delivered less
often to type a buyers (Spearman correlation —0.49, p = 0.052 across 17 sellers). This is the
pattern in Mayzlin (2006), where firms spend more resources promoting inferior products.
As a result, the displayed rating points the wrong way across sellers: delivery to entered
type a buyers is 6.9% (2 of 29) when the displayed rating was 4 or above and 37.5% (3 of
8) below 4, and the negative relation between the displayed rating and delivery is no longer
distinguishable from zero once the seller’s posting share is controlled for (Table A.11), while
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type a buyers’ entry rises with the displayed rating. Buyers who follow the rating are directed
toward sellers who post more and deliver less. In Verified Review, there is no such pattern
(Table A.11).

Table 7 Incidence of Fake Review

Review Type Yes No Avg. Rating (Yes)

Fake Reviews
Self 270 (84.4%) 50 (15.6%) 4.70

Other 231 (72.2%) 89 (27.8%) 4.02

Real Feedback
Real Feedback (Fake Review) 163 (50.9%) 157 (49.1%) 3.29

Real Feedback (Verified Review) 181 (56.6%) 139 (43.4%) 2.70

Sample: sellers only. Fake reviews are sellers provided, while real feedback is from buyers.

Result 8: Sellers in the Foke Review sessions posted fake ratings in most rounds.
The displayed rating mostly reflects how much a seller posts, and sellers who posted more
fake self-ratings delivered less often to type a buyer.

5 Discussion

5.1 Conclusion

In this paper, we examined the economic impact of fake reviews in a laboratory market
for experience goods, focusing on market efficiency, trustworthiness, trust, and the payoff
distribution between buyers and sellers. The evidence supports one conclusion, offers an
explanation for it, and leaves one question open.

The conclusion is that in our environment, fake reviews did not reduce trustworthiness
relative to verified reviews, but did decrease trust. Trustworthiness was low under both
review systems, so fake reviews had little room to lower it, and their effect appears in what
buyers do, not in what sellers do. Verified reviews also guide buyers better than fake reviews:
across sellers, a higher displayed rating goes with lower delivery in the Fake Review sessions,
while under Verified Review there is no such pattern (Table A.11).

5.2 Mechanism

The reputational incentive constraint says when reviews would discipline sellers: a seller
delivers the costly good to a type a buyer only if the reputational gain is at least the 6-point
cost. We ask whether this gain is large enough, using the within-session evidence on how
buyers respond to ratings in Section 4.5.
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One deliwery barely moves the rating. To see why, follow one seller who faces an
entering type a buyer under Verified Review, step by step (Table 8).

1. The cost. Delivering the high-quality good costs the seller 6 points more than cheat-
ing.

2. The rating after the transaction. The buyer’s rating depends only a little on what
the seller did. Type a buyers who received the high-quality good rated the seller 3.07
on average, and type a buyers who were shortchanged rated 1.71. Delivering raises the
rating by 1.36 points.

3. The displayed average. Buyers see the average of all ratings the seller has received
so far, which is about 4.8 ratings. One more rating that is 1.36 points higher raises
that average by about 1.36/(4.8 + 1) = 0.23 points.

4. The buyers’ response. Each extra point in the displayed average raises a type a
buyer’s probability of entering by 9.1 percentage points (Table 6). A 0.23-point rise
therefore raises it by about 2.1 percentage points.

5. The value of the extra entries. The seller expects to meet about 4.2 more type a
buyers (48% of the 8.6 rounds that remain on average), and each additional entry is
worth about 7.3 points (the price, minus the cost of the low-quality good, minus the
seller’s outside option of 3 points). The expected gain is about 0.64 points.

6. The comparison. The seller gives up 6 points to receive about 0.64 points back, so
delivering loses about 5.4 points in expectation.

Under Fake Review each step is weaker. The rating after delivery averages 2.29, against
1.74 after cheating, a gap of 0.55. Seller-posted ratings lengthen the history to about 16
ratings, so one delivery changes the average by 0.03 points, which raises type a entry by
0.2 percentage points. The expected gain is about 0.07 points. The calibration is an upper
bound, because it assumes the change in the rating persists undiluted over the remaining
rounds.

Even if ratings were perfectly informative, with a rating of 5 after every delivery and
1 after every case of cheating, the gain would rise only to 1.9 points under Verified Review
and 0.5 under Fake Review.

Sellers do not buy ratings either. Sellers also supply the costly high-quality good to
buyers who do not need it, and they do so more often in the Fake Review sessions. Type
b buyers are satisfied by the cheap good, so supplying the costly one wastes 6 points. It
happens in 14.8% of entered type b transactions under Verified Review and 23.8% under
Fake Review (Table 9; 13.4% without reviews). One possible motivation is that sellers are
buying ratings. The data do not support it. Over-delivery earns almost nothing: a type
b buyer rated a seller who over-delivered 3.31 against 3.16 under Verified Review and 3.90
against 3.74 under Fake Review, differences of 0.22 and 0.14 points (standard errors 0.32
and 0.18), for a cost of 6 points.

In the Fake Review sessions sellers supply the high-quality good more often to type
b buyers (23.8%) than to type a buyers (17.1%). This is the opposite of what a cost motive
or generosity would predict. It looks like heuristic or noisy behavior, not a rating strategy,
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Table 8 Reputational return to delivering the high-quality good to a Type A buyer

Verified Review  Fake Review

Buyer’s rating after delivery (1-5) 3.07 2.29
Buyer’s rating after cheating (1-5) 1.71 1.74
Number of ratings behind the displayed average 4.8 16.1
Change in the displayed rating from one delivery (points) 0.23 0.03
Buyers’ response (percentage points of Type A entry per rating point) 9.1 7.1
Gain in type a entry from one delivery (percentage points) 2.1 0.2
Number of type a buyers the seller can still expect to meet 4.2 4.4
Value to the seller of one additional entry (points) 7.3 7.2
Reputational gain from delivering (points) 0.64 0.07
Cost of delivering (points) 6 6

Rough, upper-bound calibration of the reputational incentive constraint using the review sessions. The
change in the displayed rating is the feedback difference divided by one plus the number of ratings
behind the average. Buyers’ response is the Type A coefficient in Table 6. The gain assumes that the
change in the rating persists undiluted over the remaining rounds. The value of an additional entry is
the average posted Type A price in the entered Type A transactions (14.27 under Verified Review and
14.17 under Fake Review) minus the cost of the low-quality good (4) minus the seller’s outside option
(3): the seller is assumed to give the additional buyer the cheap good and to receive the outside option
of 3 points if that buyer would have stayed out. The gain from delivering is the gain in Type A entry
times the number of Type A buyers still to come times the value of an additional entry.

Table 9 Supplying the high-quality good to buyers who do not need it

No Review  Verified Review  Fake Review

Over-delivery to Type B buyers (% of entered transactions) 13.4 14.8 23.8

Delivery to Type A buyers (% of entered transactions) 40.5 19.2 17.1

Type B buyer’s rating of the seller after over-delivery

After over-delivery - 3.31 3.90

After appropriate delivery - 3.16 3.74

Difference (standard error) - 0.22 (0.32) 0.14 (0.18)
Over-delivery per one-point higher posted py(percentage points) -1.1 (0.7) -0.5 (0.8) -1.5 (0.8)

Over-delivery means the seller supplied the costly high-quality good to a Type B buyer, who is satisfied
by the cheap good; it costs the seller 6 points. Shares are pooled over entered transactions. The rating
comparison uses session fixed effects, and the price regressions use session and round fixed effects;
standard errors in parentheses are clustered by seller. Sellers within a session are not independent, so
counts of sellers are descriptive.
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although a seller could hold the mistaken belief that over-delivery buys ratings, and this
experiment cannot tell.

In our environment, reviews did not discipline sellers because the reputational return
to honesty is small. Buyers respond to ratings, but one delivery moves a seller’s rating by 0.23
points under Verified Review and 0.03 under Fake Review, and the implied gain is roughly
11% and 1% of the cost of delivering. This is the logic of Aperjis and Johari (2010): when
a score averages a long window and many transactions are cheap to satisfy, the score stays
high whatever the seller does in the costly cases. In the terms of the reputational incentive
constraint, reviews fail because the condition fails by roughly an order of magnitude, and
fake reviews make this worse, because seller-posted ratings lengthen the history that dilutes
each delivery and carry no information about delivery.

5.3 Related Experiments

Our results sit between two strands of the experimental literature. First, the weak response
to ratings resembles G. E. Bolton et al. (2019), where sellers react less to noisy feedback and
ship lower quality. Our ratings are noisy in the same way: a type a buyer rates a seller only
1.4 points higher after delivery than after cheating.

Second, previous reputation experiments generally find that feedback helps. None
finds lower trustworthiness with a review system than without one (G. Bolton et al., 2004;
Solimine & Isaac, 2023). Our No Review comparison (Appendix 2) points the other way,
although it is not statistically robust. The closest study, Kriigel and Paetzel (2024), finds
that costless rating fraud lowers the reliability of displayed ratings, expectations, contribu-
tions, and efficiency relative to a control in which fraud is impossible. We find insignificant
difference in type a trustworthiness between Fake and Verified Review, and higher type a
efficiency because type a buyers exit. A likely reason is the reputational incentive constraint
of our game is not satisfied: honesty is costly only with type a buyers, and the buyer decides
whether to enter, so fake ratings show up as exit, not as lower delivery.

Theory also warns against reading our dilution result too broadly. The length of the
rating history need not limit efficiency (Dellarocas, 2005), its effect on incentives runs in
both directions depending on the seller (Aperjis & Johari, 2010), and averaging can raise
cooperation (Greiff & Paetzel, 2020). The feedback in G. Bolton et al. (2004) is over 30
rounds, and buyers in Solimine and Isaac (2023) choose among competing sellers. Our
setting differs on these points: ratings are noisy buyer scores, buyers can only accept or
reject the matched seller, and the game lasts 16 rounds.

5.4 Implications and Limits

The open question is whether fake reviews change participation and efficiency relative to
verified reviews. The Fake Review sessions show lower type a participation and higher
efficiency with the participant-level evidence. Because type a entry lowers total surplus
when trustworthiness is below 5/6, which holds in every session, the higher efficiency reflects
exit, not better outcomes. The efficiency gain is buyers protecting themselves, not the review
system working as intended. We cannot say whether buyers exit because they distrust ratings
that they know can be faked. Buyers who stay follow the ratings, although in these sessions
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the sellers who posted more fake self-ratings delivered less (Table A.11).

For platforms, this means a review system, even a verified one, is not enough on
its own: ratings must also carry enough weight and distinguish delivery from cheating well
enough, to make honesty pay. Catching fake reviews is only part of the problem.

The result is specific to our environment. Subjects knew that there were exactly 16
paid rounds, matching was random within a session, a seller’s rating was a single average that
dilutes each delivery, and delivering cost 6 points against about 7 points for an additional
entry. The experiment cannot say whether fake reviews would lower trustworthiness in a
market where reputation does discipline sellers, for example, with a longer horizon, a rating
that weights recent transactions more heavily, or a lower cost of honesty. The results should
not be read as showing that review systems fail to discipline sellers in general.

The study has limits. The sessions were run in date order by treatment, No Review
on April 4 to 6, Verified Review on April 7 to 12, and Fake Review on April 13 and 14, 2022,
so treatment is confounded with the date of the session, and the two Fake Review sessions
were also the last two runs and the two largest, with 22 and 18 subjects (Section 4). Ratings
are a single number rather than the mix of stars and text buyers see on real platforms, and
buyers are re-matched with a new seller every round. Sixteen paid rounds is short compared
to how long a reputation takes to build or unwind on a real platform.
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Appendix Supplementary Tables and Figures

Appendix 1 Supplementary Figures

Trust, 3-round Moving Average

T T T T T
2 4 6 8 10 12 14 16
Round

---- Baseline —— Verified Review ——— Fake Review

Figure A.1 3-round Moving Average of Trust from Buyers, Baseline vs. Verified Review vs.
Fake Review Treatments
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Appendixz 2 Supplementary Tables

Table A.1 Session-level outcomes by buyer type

Trust (%) Trustworthiness (%)  Efficiency (%)

Treatment Session Subjects Type A Type B Type A TypeB Type A Type B
No Review S1 10 39.0 64.1 43.8 88.0 51.8 76.2
S2 10 75.8 72.3 48.0 88.2 34.8 80.5
S3 18 50.7 76.8 34.2 84.9 37.7 81.8
Mean of sessions 55.1 71.1 42.0 87.0 41.4 79.5
Verified Review — S4 10 36.2 72.7 11.8 83.3 36.2 79.2
S5 8 37.8 51.9 0.0 92.9 27.7 70.9
S6 12 62.5 75.0 44.0 81.0 38.1 79.6
S7 10 47.2 63.6 5.9 89.3 20.1 76.3
Mean of sessions 45.9 65.8 15.4 86.6 30.5 76.5
Fake Review S8 22 36.9 71.7 19.4 74.2 39.6 75.9
S9 18 15.6 70.0 10.0 78.6 57.8 76.4
Mean of sessions 26.3 70.9 14.7 76.4 48.7 76.2

Each cell is the mean of one session’s 16 paid rounds (Trust: buyer enters; Trustworthiness: seller
delivers the type-appropriate good, conditional on entry; Efficiency: pair payoff as a percentage of the
maximum). Session labels are anonymous. “Mean of sessions” weights each session equally.

Table A.2 Summary statistics of participants

No Review Verified Review Fake Review

N Mean SD N Mean SD N Mean SD

Female 38 068 047 40 0.68 047 40 0.57 0.50
Age 37 20.22 239 40 2045 1.77 40 20.68 1.76
Asian 38 026 045 40 0.17 0.38 40 0.33 047
Black 38 053 051 40 062 049 40 0.57 0.50
Hispanic 38 0.03 0.16 40 0.03 0.16 40 0.05 0.22
Multiracial 38 005 023 40 0.03 0.16 40 0.03 0.16
White 38 011 031 40 0.12 0.33 40 0.03 0.16

Prefer not to answer 38 0.03 0.16 40 0.03 0.16 40 0.00 0.00

One observation per participant (118 participants: 38, 40, and 40 in the three treatments). Female and
the race categories are 0/1 indicators; age is in years, and one participant in the No Review sessions
has no valid age.
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Table A.3 Fake versus Verified Review: regressions with one observation per participant and
round

Outcome Verified Review mean Fake Review coefficient Standard error p  Observations (participants)
Buyer: Type A entry (%) 45.6 -19.1 8.8 0.036 308 (40)
Buyer: Type B entry (%) 67.5 4.5 6.9 0.517 332 (40)
Seller: Type A delivery (%) 19.2 -3.6 10.4 0.735 114 (37)
Seller: Type B delivery (%) 85.2 -9.9 6.9 0.161 230 (39)

Linear probability models in percentage points, estimated on paid rounds of the four Verified Review
and two Fake Review sessions, with round fixed effects. Entry uses buyer rows of the given type; delivery
uses seller rows in rounds in which a buyer of that type entered. The coefficient is the difference between
Fake and Verified Review. Standard errors are clustered by participant. Treatment varies only across
sessions, so these standard errors understate dependence within sessions and the p-values rest on the
same independence assumption as the participant-level tests; session-clustered standard errors are not
reported because there are only six sessions, two of them Fake Review. The session-level exact tests in
Table 4 are the primary inference.

Table A.4 Fake rating incidence by round, sellers in the Fake Review sessions

Self fake rating Other fake rating

Round No Yes No Yes Total
1 4 16 4 16 20
2 3 17 3 17 20
3 2 18 5 15 20
4 5 15 8 12 20
5 2 18 5 15 20
6 2 18 5 15 20
7 5 15 7 13 20
8 3 17 7 13 20
9 5 15 7 13 20
10 2 18 6 14 20
11 3 17 7 13 20
12 1 19 4 16 20
13 2 18 6 14 20
14 4 16 5 15 20
15 4 16 7 13 20
16 3 17 3 17 20

Total 50 270 89 231 320

Each round has the 20 sellers of the two Fake Review sessions; buyers cannot post fake ratings. Self: a
seller posted a rating for itself; Other: a seller posted a rating for another seller.
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Table A.5 Exact permutation tests on session means, all contrasts

Mean of session means Exact two-sided p-value
Outcome No Review Verified Fake VR vs. Base FR vs. VR FR vs. Base Review vs. Basef
Efficiency (%) Type A 41.4 30.5 48.7 0.257 0.133 0.500 0.607
Type B 79.5 76.5 76.2 0.371 0.933 0.300 0.167
A—-B -38.1 -46.0 -27.5 0.514 0.067 0.500 0.905
Trust (%) Type A 55.1 45.9 26.3 0.400 0.200 0.200 0.214
Type B 71.1 65.8 70.9 0.486 0.733 1.000 0.560
A-B -15.9 -19.9 -44.6 0.743 0.133 0.100 0.345
Trustworthiness (%) Type A 42.0 15.4 14.7 0.114 0.933 0.100 0.060
Type B 87.0 86.6 76.4 0.914 0.133 0.100 0.381
A—-B -45.1 -71.2  -61.7 0.171 0.667 0.100 0.107
Buyer payoff Type A -2.1 -3.4 -0.8 0.314 0.133 0.400 0.762
Type B 6.3 5.7 7.1 0.314 0.200 0.300 0.869
Seller payoff Type A 5.4 5.8 4.7 0.571 0.133 0.300 1.000
Type B 4.8 5.0 3.5 0.714 0.133 0.100 0.607

The unit of observation is the session (3 No Review, 4 Verified Review, 2 Fake Review). The test
statistic is the difference in mean session-level outcomes; p-values enumerate every reassignment of
sessions to treatments (35, 15, 10 and 84 assignments), so each p-value is at least one over the number
of assignments. No adjustment for multiple testing is made. A — B is the within-session difference
between Type A and Type B buyers. Trustworthiness is conditional on the buyer entering. Pools
Verified and Fake Review sessions; chosen after seeing the data.

Table A.6 Posted and paid prices: exact permutation tests on session means

Mean of session means Exact two-sided p-value
Price No Review Verified Fake VR vs. Base FR vs. VR FR vs. Base Review vs. Basel
Posted price, Type A 14.19 14.77  14.42 0.143 0.200 0.500 0.119
Posted price, Type B 10.90 11.51  10.21 0.371 0.267 0.200 0.774
Paid price, Type A 13.94 14.49 14.76 0.514 0.733 0.500 0.429
Paid price, Type B 10.40 10.90 9.17 0.486 0.133 0.100 0.940

Prices are in points. A posted price is the price a seller sets for Type A or Type B buyers in a round;
a paid price is the posted price in transactions in which the buyer entered. The unit of observation is
the session; the tests are as in Table A.5. TPools Verified and Fake Review sessions; chosen after seeing
the data.
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Table A.7 Participant-level tests, all contrasts

Mean of participant means (SD) p-value (Mann—Whitney) Participants
Outcome No Review Verified Fake VR vs. Base FR vs. VR FR vs. Base Review vs. Base! (NR/VR/FR)
Trust (%) Type A 52.5 48.0 28.3 0.517 0.030 0.017 0.081 19/20/20

(30.9)  (27.8)  (25.0)
Type B 713 63.9 67.9 0.662 0.828 0.778 0.929 19/20/20
(15.6)  (29.2)  (24.7)

Trustworthiness (%) Type A 36.4 17.8 16.3 0.031 0.769 0.022 0.008 19/20/17
(31.1)  (29.4)  (30.0)

Type B 87.9 86.1 77.3 0.269 0.428 0.141 0.143 19/19/20
(21.2)  (13.8)  (25.7)

The unit of observation is the participant: each participant contributes the mean of his or her own
rounds (seller delivery is defined only over rounds in which a buyer of that type entered), and the
tests are Mann—Whitney tests. The treatment columns give the mean of these participant means, in
percentage points, with the standard deviation across participants in parentheses below each mean.
The tests assume that no shock is shared by all sessions of a treatment.
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Table A.8 Robustness of the session-level tests

Variant Sessions No Review Verified Fake p: Review p: Fake
(B/V/F) vs. Base vs. Verified
Panel A. Delivery of the costly good to Type A buyers (%)
1. All sessions and rounds (as in the paper) 3/4/2 42.0 15.4 14.7 0.060 0.933
2. Drop the last three rounds 3/4/2 43.8 16.6 14.6 0.060 0.933
3. Drop the first session run 2/4/2 41.1 15.4 14.7 0.071 0.933
4. Rounds 7-16 only 3/4/2 34.7 14.2 11.8 0.107 1.000
5. Drop sellers who over-delivered in round 1 3/4/2 42.7 20.6 7.7 0.131 0.800
6. Drop payoff-dominated decisions 3/4/2 41.6 15.0 13.6 0.036 0.933
7. Drop all sellers who ever over-delivered 3/4/2 45.4 21.7 3.3 0.119 0.533
8. Last six rounds only (11-16) 3/4/2 22.6 16.7 7.1 0.440 0.600
9. Drop all sellers who ever posted a price below 4  3/4/2 31.9 20.4 9.1 0.476 0.933
Panel B. Targeting index (costly share to Type A minus to Type B, points)
1. All sessions and rounds (as in the paper) 3/4/2 29.0 2.0 -8.9 0.024 0.467
2. Drop the last three rounds 3/4/2 28.7 0.1 -9.2 0.024 0.533
3. Drop the first session run 2/4/2 27.7 2.0 -8.9 0.071 0.467
4. Rounds 7-16 only 3/4/2 25.0 8.0 -2.5 0.119 0.467
5. Drop sellers who over-delivered in round 1 3/4/2 31.9 7.4 -10.0 0.060 0.400
6. Drop payoff-dominated decisions 3/4/2 27.1 1.9 -13.2 0.024 0.400
7. Drop all sellers who ever over-delivered 3/4/2 45.4 21.7 3.3 0.119 0.533
8. Last six rounds only (11-16) 3/4/2 9.5 154  -15.1 0.786 0.133
9. Drop all sellers who ever posted a price below 4  3/4/2 12.5 8.2 -0.7 0.798 0.867
Panel C. Type A buyer entry (%)
1. All sessions and rounds (as in the paper) 3/4/2 55.1 45.9 26.3 0.214 0.200
2. Drop the last three rounds 3/4/2 58.2 48.0 30.4 0.190 0.200
3. Drop the first session run 2/4/2 63.2 45.9 26.3 0.179 0.200
4. Rounds 7-16 only 3/4/2 48.5 36.8 20.2 0.214 0.267
5. Drop sellers who over-delivered in round 1 3/4/2 54.9 44.5 25.3 0.179 0.200
6. Drop payoff-dominated decisions 3/4/2 57.5 47.0 26.1 0.202 0.133
7. Drop all sellers who ever over-delivered 3/4/2 52.8 41.3 28.4 0.214 0.400
8. Last six rounds only (11-16) 3/4/2 50.7 34.5 13.7 0.155 0.200
9. Drop all sellers who ever posted a price below 4  3/4/2 58.8 46.7 30.4 0.250 0.267
Panel D. Efficiency gap, Type A minus Type B (points)
1. All sessions and rounds (as in the paper) 3/4/2 -38.1 -46.0 -27.5 0.905 0.067
2. Drop the last three rounds 3/4/2 -38.9 -46.6  -31.8 0.798 0.200
3. Drop the first session run 2/4/2 -44.9 -46.0 -27.5 0.464 0.067
4. Rounds 7-16 only 3/4/2 -36.6 -37.6  -22.5 0.667 0.200
5. Drop sellers who over-delivered in round 1 3/4/2 -37.9 -40.9  -29.6 0.952 0.333
6. Drop payoff-dominated decisions 3/4/2 -34.4 -46.2  -24.0 0.631 0.067
7. Drop all sellers who ever over-delivered 3/4/2 -33.1 -41.2  -38.5 0.345 0.667
8. Last six rounds only (11-16) 3/4/2 -41.5 -38.9 -13.1 0.429 0.133
9. Drop all sellers who ever posted a price below 4  3/4/2 -51.4 -49.5 -394 0.821 0.600

Each row repeats the session-level analysis after the stated change; p-values are two-sided exact permu-
tation tests. Variants 5, 7 and 9 drop sellers, and variant 6 drops decisions, by their own choices, and a
dropped seller or decision removes the whole pair-round, so they select on behavior and are descriptive
(Table A.9 bounds them). Variant 6 drops pair-rounds in which the seller posted a price below 4 (a loss
even with the cheap good) or a Type B buyer entered at a price above 15 (a certain loss against the
outside option).

32



Table A.9 Trimming bounds for delivery to Type A buyers under selection

Comparison Retained share Trimmed Retained-only Lee bounds  95% interval

(first arm / second arm) share difference (points) for the bounds

Panel A. Retained = never gave the costly good to a Type B buyer

Review (pooled) vs. No Review 0.42 / 0.68 0.38 -25.2 [-45.5, -2.6] [-73.3, 12.3]
Verified vs. No Review 0.45 / 0.68 0.34 -20.2 [-37.5, 0.8] [-71.6, 22.0]
Fake vs. No Review 0.40 / 0.68 0.42 -30.8 [-53.2, -6.7] [-83.8, 6.7]
Fake vs. Verified 0.40 / 0.45 0.11 -10.6 [-12.3, -4.8] [-40.8, 6.7]

Panel B. Retained = mever posted a price below 4

Review (pooled) vs. No Review 0.53 / 0.32 0.40 -14.2 [-30.4, -3.5] [-59.4, 47.5]
Verified vs. No Review 0.55 / 0.32 0.43 -9.5 [-30.4, 6.0] [-59.4, 64.8]
Fake vs. No Review 0.50 / 0.32 0.37 -19.4 [-30.4, -13.0]  [-59.4, 30.3]
Fake vs. Verified 0.50 / 0.55 0.09 9.9 [12.0,-2.0]  [-50.0, 21.2]

Panel C. Retained = the Type A buyer entered (selection into entry; unit = match)

Review (pooled) vs. No Review 0.37 / 0.53 0.30 -22.1 [-39.6, 3.6] [-76.6, 24.0]
Verified vs. No Review 0.46 / 0.53 0.14 -21.3 [-27.9, -11.7]  [-58.8, 15.2]
Fake vs. No Review 0.28 / 0.53 0.48 -23.4 [-60.5, 17.1] [-91.4, 28.6]
Fake vs. Verified 0.28 / 0.46 0.39 -2.1 [-14.5, 17.1] [-48.3, 29.3]

In Panels A and B the outcome is each seller’s rate of delivering the costly good to Type A buyers, and
a seller is retained if the exclusion rule does not apply and the outcome is observed. In Panel C the unit
is a match between a seller and a Type A buyer, the outcome (delivery) is observed only if the buyer
entered, and a match is retained if the buyer entered; the bounds assume that reviews only reduce entry,
and the bootstrap resamples sellers. Because the rule removes different shares of sellers in different arms,
the arm that retains more sellers is trimmed from the top or bottom of its outcome distribution by the
difference in retention, which gives bounds on the effect for sellers who would be retained in both arms
(Lee, 2009). Intervals are percentile intervals from 4,000 bootstrap draws that resample sellers within
arms. Dropping participants by post-treatment behavior can bias treatment comparisons (Aronow et al.,
2019; Montgomery et al., 2018).
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Table A.10 Delivery to entered Type A buyers: the review gap with price and subject controls

(1) (2) ®3)

Review sessions (vs. No Review), points -23.5%* -23.5%* -27.5%*
(11.0) (11.0) (10.3)
Price posted for Type A, points per price point -1.1
(0.8)
Gender indicator (1 vs. 0), points 6.7
(8.2)
Age, points per year 5.8
(4.1)
Round fixed effects Yes Yes Yes
Entered Type A transactions 193 193 193
Sellers 56 56 56

Linear probability models of delivering the costly good to an entered Type A buyer, in percentage
points. Standard errors in parentheses are clustered by seller and understate dependence within sessions.
Chosen after seeing the data. * p < 0.10, ** p < 0.05, *** p < 0.01.
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Table A.11 The displayed rating, fake ratings, delivery and entry for Type A buyers

Verified Review Fake Review

Delivery to entered Type A buyers, by the rating displayed to the buyer

Rating 4 or above: delivered / entered 1/8 (12.5%) 2/29 (6.9%)

Rating below 4: delivered / entered 11/55 (20.0%) 3/8 (37.5%)

Difference (points) -7.5 -30.6
Fisher exact p 1.000 0.057
Percentage points per rating point
Seller delivery, across sellers (session and round fixed ef- -4.0 -46.7**
fects)
(4.8) (6.7)
Seller delivery, within seller (seller and round fixed effects) 6.0 10.1
(9.1) (27.1)
Buyer entry (session and round fixed effects) 9.1* 7.1
(5.1) (2.0)

Fake Review sessions: sellers who post fake self-ratings (seller level)

Spearman correlation, share of rounds with a fake self- -
rating and delivery rate to entered Type A buyers (17 sell-
ers)

-0.49 (p =0.052)

Above-median posters: delivered / entered
Below-median posters: delivered / entered
Fisher exact p, transactions as units

Spearman correlation, mean displayed rating and posting
share (20 sellers)

Spearman correlation, mean displayed rating and mean
buyer feedback received

Delivery per displayed rating point across sellers, control-
ling for posting share

3/29 (10.3%)
4/12 (33.3%)
0.165

0.72

0.12

-17.8 (19.5)

The displayed rating is the average of past ratings on the 1-5 scale, shown to the buyer once the seller
has a rating, from the second round of each phase on. In the Fake Review sessions it includes ratings
that sellers posted for themselves and for other sellers. The cutoff of 4 was chosen after seeing the data.
Linear probability models in percentage points per rating point; standard errors in parentheses are
clustered by participant and understate dependence within sessions. The Fisher test treats transactions
as independent and is descriptive. * p < 0.10, ** p < 0.05, *** p < 0.01.
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Table A.12 Type A buyers: entry, experience and payoffs

No Review

Verified Review

Fake Review

Panel A. Entry by round (% of Type A buyer-rounds, count)

Paid rounds 1-2
Paid rounds 3-6

Paid rounds 7-16

75.0% (9/12)
64.3% (27/42)
45.3% (43/95)

75.0% (15/20)
57.6% (19/33)
36.4% (39/107)

50.0% (9/18)
33.3% (11/33)
21.6% (21/97)

Panel B. Entry by the rating displayed to the buyer

Rating 4 or above

Rating below 4

80.0% (8/10)
39.9% (55/138)

33.3% (29/87)
15.1% (8/53)

Panel C. Entry after the buyer’s previous Type A round (%, count)

Previous round: cheated
Previous round: received the costly good

Previous round: stayed out

57.1% (24/42)
76.7% (23/30)
31.0% (18/58)

50.0% (27/54)
84.6% (11/13)
27.4% (20/73)

48.4% (15/31)
28.6% (2/7)
17.8% (16/90)

Cheated at least once in rounds 1-8 (% of buyers) 68% (n=19) 90% (n=20) 60% (n=20)
Panel D. Payoffs (points); the outside option is 3

Payoff of a Type A buyer who entered -6.8 -10.8 -11.1
Mean payoff per Type A buyer-round -2.2 -3.3 -0.9

Type A buyers, paid rounds. Panel B uses the review sessions, where a rating is displayed once the
seller has one. Panel C conditions on the buyer’s previous round as a Type A buyer. The cells are
small and the sessions are not independent, so the numbers are descriptive and were chosen after seeing

the data.
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